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ABSTRACT
Federated learning (FL) with non-IID data often degrades client performance below local training baselines. Partial
FL addresses this by federating only early layers that learn transferable features, but existing methods rely on ad-
hoc, architecture-specific heuristics. We first conduct a systematic analysis of layer-wise generalization dynamics
in FL, revealing an early-emerging transition between generalizable (safe-to-federate) and task-specific (should-
remain-local) layers. Building on this, we introduce Principled Layer-wise Federated Learning (PLayer-FL),
which aims to deliver the benefits of federation more robustly. PLayer-FL computes a novel federation-sensitivity
metric efficiently after a single training epoch to choose the optimal split point for a given task. Inspired by
model pruning, the metric quantifies each layer’s robustness to aggregation and highlights where federation
shifts from beneficial to detrimental. We show that this metric correlates strongly with established generalization
measures across diverse architectures. Crucially, experiments demonstrate that PLayer-FL achieves consistently
competitive performance across a wide range of tasks while distributing gains more equitably and reducing
client-side regressions relative to baselines.

SOFTWARE AND DATA

Code for reproducing this paper can be found at https:
//github.com/G2Lab/PLayer-FL.

1 INTRODUCTION

Federated Learning (FL) is a distributed learning frame-
work that enables collaborative model training without data-
sharing. Early FL algorithms such as Federated Averaging
(FedAvg) focused on developing a unified global model
(McMahan et al., 2017). However, when client data is
non-independently identically distributed (non-IID), global
model performance degrades. Personalized FL methods
address this by allowing client models to diverge from the
global model, yet they do not consistently outperform Fe-
dAvg nor distribute benefits equitably across all participants
(Zhao et al., 2018; Li et al., 2022; Divi et al., 2021).

Partial FL is a form of personalized FL that selectively
federates only a subset of model layers while keeping the
remainder local. In practice, early layers are federated and
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later layers are retained for local training (Arivazhagan et al.,
2019; Oh et al., 2021; Collins et al., 2021). This approach
is motivated by insights from representation learning: early
layers occupy flatter loss regions and generalize across tasks,
while later layers specialize (Yosinski et al., 2014; Chaud-
hari et al., 2019; Jiang et al., 2019). However, existing
partial FL methods suffer from two gaps: (1) it has not
been systematically established that these layer-wise gener-
alization dynamics hold under federated, non-IID training;
and (2) the choice of which layers to federate relies on
architecture-specific heuristics, which limits generalizabil-
ity.

We propose that parameter importance metrics from
model pruning, using computationally simple, architecture-
agnostic first-order approximations (Molchanov et al.,
2019), can inspire the design of measures to identify layers
robust to federation. Building on this, we introduce Princi-
pled Layer-wise FL (PLayer-FL), which computes a novel
federation sensitivity metric after one training epoch to de-
termine the optimal split point. We validate our approach
across CNNs, Transformers, and MLPs on seven non-IID
datasets and demonstrate consistent performance, fairness,
and incentivization improvements essential for sustainable
collaboration.

https://github.com/G2Lab/PLayer-FL
https://github.com/G2Lab/PLayer-FL
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2 CONTRIBUTION AND SIGNIFICANCE

In this study, we make several contributions toward robust,
equitable FL with non-IID data:

• Early identification of layer-wise generalization pat-
terns in federated training. We show that models with
identical initialization but independent training on non-
IID data exhibit consistent generalization patterns across
corresponding layers, even after just one epoch. This en-
ables early, reliable identification of which layers benefit
from federation versus which would suffer from negative
transfer, minimizing exposure to harmful training dynam-
ics.

• Federation sensitivity: An efficient metric for robust
collaboration. We introduce federation sensitivity, a
novel metric that estimates each layer’s robustness to
aggregation and identifies a transition point where feder-
ation shifts from beneficial to potentially harmful. This
metric is architecture-agnostic, correlates strongly with
established generalization measures, emerges from the
first epoch, and imposes minimal computational overhead
– enabling principled deployment without requiring exten-
sive tuning.

• PLayer-FL: Principled partial FL. We develop PLayer-
FL, which uses federation sensitivity to determine which
layers to federate after only one epoch of training. PLayer-
FL achieves stable and competitive performance across
diverse non-IID datasets: it achieves the best performance,
fairness and incentivization rankings across benchmarks,
ensuring equitable benefits and protecting clients from
performance degradation relative to local training.

3 BACKGROUND

3.1 Federated Learning

In each training round k, the server broadcasts global model
parameters Θk−1 to clients c ∈ C. These clients update
their local model to produce Θk

c which are sent back to the
server. The central server then aggregates these parameters
and re-broadcasts the updated global model. This is repeated
until convergence. In FedAvg, the aggregation is defined as
Θk =

∑n
c=1 αcΘ

k
c , where αc is the weight of each client

determined by sample size.

3.1.1 Cross-Silo FL

FL has two main settings, cross-silo and cross-device, each
with distinct use cases and challenges (Kairouz et al., 2021).
This work concentrates on cross-silo FL, a setting common
in sectors such as healthcare to overcome data sharing con-
straints. In healthcare, cross-silo FL has advanced research
on poorly understood diseases by enabling training on larger

datasets (Pati et al., 2022; Dayan et al., 2021). Cross-silo FL
involves a few clients with medium to large datasets. A key
challenge is non-IID data as institutions often have different
populations, data collection practices, and operational pro-
tocols (Pati et al., 2021; Terrail et al., 2022). Further, since
clients frequently possess enough data to train adequately
performant models on their own, FL must surpass local train-
ing to motivate participation (Huang et al., 2022). In con-
trast, cross-device FL manages numerous edge devices with
limited data, prioritizing communication efficiency. While
most FL methods target cross-device scenarios, fewer ad-
dress cross-silo FL’s unique challenges (Huang et al., 2022;
Terrail et al., 2022), highlighting the need for specialized
approaches.

3.2 Model pruning

Model pruning reduces model size by removing parameters
with limited impact on the output (Reed, 1993). Effective
metrics include weight magnitude (Han et al., 2015; Liu
et al., 2017) and first-order approximations of the change
in loss following parameter removal (LeCun et al., 1989;
Molchanov et al., 2019). The importance of a parameter
ws can be estimated as Is(w) = (gsws)

2, where gs is the
gradient with respect to ws. These methods are reliably
effective across diverse architectures, a property we exploit
for federation decisions.

3.3 Model generalization

Generalization can be characterized via the loss landscape:
parameters in flatter regions exhibit reduced sensitivity to
perturbations and greater generalizability (Yosinski et al.,
2014). Gradient variance, even after one epoch, correlates
with layer generalizability (Jiang et al., 2019), and the Hes-
sian eigenspectrum reflects loss surface curvature (Chaud-
hari et al., 2019). Complementarily, representational simi-
larity methods such as Centered Kernel Alignment (CKA)
(Kornblith et al., 2019) compare how different models trans-
form the same inputs at each layer, revealing that generaliz-
ing networks produce similar representations while overfit
networks do not (Morcos et al., 2018).

We apply these techniques to a question specific to FL:
to what extent do identically initialized models trained on
non-IID data resemble each other? Direct weight compar-
ison via metrics such as L2-norm or cosine similarity is
insufficient: these are not invariant to linear transformations
and weight differences may not emerge early in training.
Gradient-based and representation-based metrics overcome
both limitations.
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4 RELATED WORKS

Global FL. FedAvg (McMahan et al., 2017) trains a single
global model via weighted averaging of local updates, but
struggles with non-IID data (Li et al., 2020). Approaches to
mitigate this include data sharing (Zhao et al., 2018), data
augmentation (Duan et al., 2019), and regularization to keep
local updates close to the global model (Li et al., 2020), but
none produce client specific models.

Personalized FL. Methods include client clustering (Briggs
et al., 2020; Mansour et al., 2020), multi-task learning
(Smith et al., 2017; Dinh et al., 2021), regularization-based
approaches (Li et al., 2021; T Dinh et al., 2020), and local
adaptation of the converged global model (Yu et al., 2020).
These methods introduce additional hyperparameters and do
not consistently outperform FedAvg across non-IID settings.

Partial FL. FedPer (Arivazhagan et al., 2019), FedBABU
(Oh et al., 2021), and FedRep (Collins et al., 2021) feder-
ate early layers while keeping later layers local, but select
which layers to share via architecture-specific heuristics.
FedLP (Zhu et al., 2023) and FedLAMA (Lee et al., 2023)
select layers dynamically but target communication effi-
ciency rather than non-IID robustness. pFedLA (Ma et al.,
2022) learns client- and layer-specific aggregation weights
via server-side hypernetworks, adding considerable com-
plexity. pFedHR (Wang et al., 2024) requires sharing data
across clients, which is often infeasible in cross-silo FL.
PLayer-FL differs from all of these by providing a princi-
pled, architecture-agnostic metric that identifies the split
point after a single epoch without additional hyperparame-
ters or data sharing.

5 LAYER-WISE GENERALIZATION
DYNAMICS IN FEDERATED LEARNING

A fundamental challenge in partial FL is determining which
layers benefit from federation versus which would be
harmed by aggregation across non-IID data. To address
this, we investigate whether identically initialized models
trained on non-IID data exhibit predictable, layer-specific
patterns in their generalization capabilities.

We examine two training scenarios: (1) independent train-
ing, where each client trains completely locally (represent-
ing maximum divergence), and (2) federated training, where
models undergo periodic aggregation (representing typical
FL divergence). By comparing these scenarios, we can
identify the extent to which federation either mitigates or
exacerbates client divergence at different layers. Figures
1–4 present results from the first epoch. Figures A.3–A.11
present final model results, demonstrating that the layer-
wise generalization patterns observed early in training per-
sist throughout the entire training process. Definitions for
all metrics are provided in Section A.1.

Key finding. Prior work shows that randomly initial-
ized models on IID data follow similar training trajecto-
ries (Wang et al., 2018). We study the complementary
setting: identically initialized models trained on non-IID
client subsets. A layer-wise analysis reveals a stable pattern
across architectures and datasets: early layers converge to
similar, broadly transferable solutions despite non-IID
data, whereas later layers diverge markedly. This echoes
transfer-learning behavior but is established here specifically
for FL.

Identifying a transition point. Crucially, we observe a
consistent transition point in each architecture, a boundary
that separates layers functioning as generalizable feature
extractors (suitable for federation) from layers serving as
task-specific feature utilizers (requiring local training). This
transition marks where the benefits of federation shift to
potential harm through negative transfer. Remarkably, this
transition point emerges after just one epoch and remains
stable throughout training, enabling early, reliable decisions
about which layers to federate without prolonged exposure
to harmful aggregation effects.

This empirical finding motivates our federation sensitivity
metric: if layer-wise generalization patterns are consistent
and emerge early, we can develop a principled, data-driven
approach to identify robust collaboration boundaries for
each task rather than relying on architecture-specific heuris-
tics.

5.1 Layer generalization

Early layers are robust to perturbation – a protective
property for federation. Figures 1 and 2 report the gradi-
ent variance (Eq. A.1) and the sum of Hessian eigenvalues
(Eq. A.2) after one epoch across four datasets (note that
independent and FL training are equivalent after one epoch,
prior to any aggregation). To account for layer size, we
normalize both metrics by the number of parameters in each
layer. Extended analyses at the end of independent and FL
training are given in Figures A.2–A.7.

A consistent pattern emerges: both metrics rise sharply in
the final layers (see log scale), indicating that early layers
lie in flatter regions of the loss landscape while later layers
reside in sharper, more sensitive regions. This has direct
implications for robust federation: layers in flat regions
have lower sensitivity to perturbation and greater general-
ization capacity, whereas layers in sharp regions are more
vulnerable and task-specific.

Identifying layers for robust collaboration. Interpreting
federated averaging as a perturbation to locally optimized
weights reveals a transition point. Early layers remain in
locally flat basins even after aggregation, so federating them
should not harm client performance. By contrast, later lay-
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ers exhibit high perturbation sensitivity; aggregating them
across non-IID clients risks disrupting task-specific optima
and degrading performance.

This interpretation rests on a mild assumption: that, for
early layers, the global and local optima are proximate –
i.e., aggregation does not induce a parameter shift large
enough to exit the local basin of the loss. Under this condi-
tion, averaging early-layer weights is a small perturbation
within a flat region and should, at minimum, avoid worsen-
ing performance. For later layers, even small perturbations
can be detrimental due to sharper minima. We empirically
validate the proximity assumption via representational simi-
larity analysis in the next section, showing that early layers
converge to similar solutions across clients despite non-IID
data.

5.2 Validating the transition point: Representational
similarity analysis

Having established that early layers occupy flat loss regions,
we now validate the assumption: do early layers actually
converge to similar solutions across clients despite non-
IID training? If true, this confirms that federating early
layers should at least not harm performance.

We measure layer-wise representational similarity across
all client models using Centered Kernel Alignment (CKA,
Eq. A.3) (Kornblith et al., 2019), which quantifies how
similarly different models transform the same input samples
at each layer. Figure 3 shows the average representational
similarity for each model compared to all other models
after one epoch of training. Figures A.8 and A.9 provide
comparable analyses at the conclusion of training across all
datasets.

The results validate our hypothesis: early layers exhibit
high representational similarity across all clients (indicating
convergence to similar solutions), while later layers show
dramatically increasing dissimilarity (Figure 3). This transi-
tion aligns precisely with the gradient-based metrics from
the previous section, confirming that:

• Early layers: Converge to similar solutions and occupy
flat regions and so are safe to federate without harming
clients

• Later layers: Diverge to client-specific solutions and
occupy sharp regions so federation would disrupt opti-
mization and degrade performance

Critically, this transition point emerges after just one train-
ing epoch and becomes more pronounced with continued
training, enabling early identification without prolonged
exposure to harmful aggregation dynamics.

These findings provide empirical support for our central
claim:
Hypothesis 1 (Early-layer robustness to federation under
non-IID FL). In non-IID settings, federating early layers –
which converge to similar, generalizable solutions – does not
harm client performance. Conversely, federating later layers
is likely to degrade performance by disrupting task-specific
optimization achieved locally.

5.3 Federation sensitivity: Efficiently identifying the
transition point

Having empirically validated that a transition point exists we
now introduce a principled metric to automatically identify
this boundary for any architecture and dataset. This ad-
dresses a critical gap in partial FL: existing methods rely on
architecture-specific heuristics that create deployment risks,
while our approach provides a data-driven, parameter-light
method for robust federation decisions.

Key insight from model pruning. Our approach builds on
the observation that layers with strong cross-client general-
ization occupy flatter loss regions, a property quantifiable
using parameter importance metrics from model pruning.
In pruning, parameter importance Ip(θ) = (θp∇θp)2 es-
timates each parameter’s contribution to the loss using a
first-order approximation (Molchanov et al., 2019). We
adapt this concept to the federation context: if a layer’s
non-bias parameters have low importance (indicating flat
loss geometry and robustness to perturbation), that layer is
suitable for federation. Conversely, high parameter impor-
tance signals vulnerability to the perturbation induced by
aggregation.

Federation sensitivity metric. We define the federation
sensitivity of layer l, denoted Fl(Θ), as:

Fl(Θ) ≜
l∑

k=1

1

n′
k

n′
k∑

p=1

Ip(θ) =
l∑

k=1

1

n′
k

n′
k∑

p=1

(θp∇θp)2 (1)

where Θ denotes the full model parameters, θp is the pth
non-bias parameter in layer k,∇θp is its gradient, and n′

k is
the number of non-bias parameters in layer k.

This metric incorporates two key design choices that reflect
the constraints and goals of robust partial federation:

1. Layer-wise normalization. We divide by n′
k to enable

fair comparison across layers of different sizes, ensuring
that large layers do not artificially dominate the met-
ric. This provides architectural robustness across diverse
model designs.

2. Cumulative aggregation. We sum contributions from
all layers up to l because partial federation has an inher-
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(A) FashionMNIST (B) EMNIST (C) CIFAR-10 (D) MIMIC-III

Figure 1. Layer gradient variance after one epoch. All models identically initialized and independently trained on non-IID data.

(A) FashionMNIST (B) EMNIST (C) CIFAR-10 (D) MIMIC-III

Figure 2. Hessian eigenvalue sum after one epoch. Each model was identically initialized and trained on respective non-IID datasets.

ent constraint: selecting any layer for federation neces-
sarily requires including all previous layers. This cumu-
lative formulation naturally identifies the transition point
where adding another layer to federation would become
harmful.

Interpretation: Federation sensitivity quantifies each
layer’s vulnerability to aggregation. Low values indicate
robustness (suitable for federation); high values indicate
vulnerability (would be harmed by federation).

Empirical validation of the transition point. Figure 4
shows federation sensitivity after one epoch across all ar-
chitectures (values normalized as percentage of first-layer
sensitivity). Figures A.10 and A.11 show results after full
training. A characteristic pattern emerges: federation sen-
sitivity remains low in early layers, then spikes sharply
in later layers.

Critically, this spike aligns with the transitions observed
in our generalization metrics (gradient variance, Hessian
eigenvalues) and representational similarity analysis (Sec-
tion 5). This convergence of multiple independent metrics
provides strong empirical validation that federation sensitiv-
ity successfully identifies the transition point between layers
suitable for federation and those that would suffer negative
transfer.

Protective properties enabling deployment. Federation
sensitivity offers several advantages critical for real-world
deployment:

• Stable: Requires minimal hyperparameter tuning, elim-

inating a major source of deployment risk and ensuring
consistent behavior across settings.

• Computationally efficient: Uses weights and gradients
already computed during training, adding negligible over-
head.

• Architecture-agnostic: Shows consistent patterns across
Fully-Connected Networks, CNNs, and Transformers, en-
abling broad applicability without architecture-specific
modifications.

• Early emergence: Identifies the optimal split point after
just one epoch, minimizing exposure to harmful train-
ing dynamics while enabling rapid, reliable federation
decisions.

6 PROPOSED FRAMEWORK

We propose Principled Layer-wise-FL (PLayer-FL), a partial
FL approach that uses federation sensitivity to dynamically
determine which layers to federate (Algorithm 1). A key
advantage of our method is its computational efficiency –
federation sensitivity is calculated during the first epoch of
training using weights and gradients that are already com-
puted as part of the standard training process. To identify the
transition point between federated and local layers, we com-
pare the relative federation sensitivity between consecutive
layers against a threshold t (eqn. 2). While this threshold
controls how aggressively the algorithm federates layers,
with higher values leading to more federated layers, we
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(A) FashionMNIST (B) EMNIST (C) CIFAR-10 (D) MIMIC-III

Figure 3. Model representation similarity by layer. Models identically initialized and independently trained on non-IID data.

(A) FashionMNIST (B) EMNIST (C) CIFAR-10 (D) ISIC-2019

(E) Sent-140 (F) MIMIC-III (G) Fed-Heart-Disease

Figure 4. Federation sensitivity after one epoch. All models identically initialized and trained on non-IID data subsets. Values expressed
as % of first layer value

found in our experiments that the transition point remains
stable across a wide range of threshold values (Figure 4).

PLayer-FL stands out by offering a light-weight and prin-
cipled approach for determining the layers to federate
during training specifically to address the challenges of
non-IID data. Algorithms 1 - 3 present the formal pseu-
docode. For brevity, we omit procedures CLIENTUPDATE
and SERVERAGGREGATE that are identical to FedAvg. Note
that PLayer-FL conducts simultaneous updates to both the
federated and localized layers. However, only the federated
layers are sent to the central server for aggregation. We use
the same learning rate for both federated and localized train-
ing, but this can be altered. Additionally, as our algorithm’s
sole purpose is to delineate layers to be federated, it can be
used in conjunction with other personalized FL algorithms.

PLayer-FL has the same computational complexity as Fe-
dAvg. This is because, compared to FedAvg, PLayer-
FL introduces two procedures, both executed once during
training: CALCULATEFEDSENSITIVITY (Algorithm 2) and
LAYERSPLIT (Algorithm 3) with computational complexity

Algorithm 1 PLayer-FL: Main Algorithm
Input: Number of rounds N , set of clients C, threshold t
Output: Model parameters Θc for c ∈ C
Initialize global model parameters Θ0

for all clients c ∈ C in parallel do
Θ1

c ← CLIENTUPDATE(Θ0)
Calculate layer federation sensitivity (Algorithm 2):
F(Θc)← CALCULATEFEDSENSITIVITY(Θc)

end for
Determine federated and local layers (Algorithm 3):

Θfed,Θlocal ← LAYERSPLIT(Θ, {F(Θc)}, t)
Execute FL on selected layers:
for r = 1 to N do

for all clients c ∈ C do
Θr

c ← CLIENTUPDATE(Θr)
end for
Θr+1

fed ← SERVERAGGREGATE({Θr
c,fed}, C)

end for
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Algorithm 2 PLayer-FL: CALCULATEFEDSENSITIVITY

Input: Client model parameters Θc

Output: Layer-wise federation sensitivity array F(Θc)
Initialize F(Θc) as an empty array
Let L be the set of all layers in Θc

for all layers l ∈ L do
Calculate federation sensitivity, Fl(Θc), for layer l

as in equation 1
Append Fl(Θc) to F(Θc)

end for
Return F(Θc)

Algorithm 3 PLayer-FL: LAYERSPLIT

Input: Model parameters Θ, client sensitivities {F(Θc)},
threshold t
Output: Federated layers Θfed, local layers Θlocal

Aggregate client federation sensitivities:
F(Θ)←

∑C
c=1 F(Θc)

Find transition point p where relative sensitivity exceeds
threshold t:

p← min

{
p ∈ {1, . . . , L− 1} : Fp+1(Θ)

Fp(Θ)
> t

}
(2)

Partition model at point p:
Θfed ← Θl≤p, Θlocal ← Θl>p

Return Θfed,Θlocal

of O(P ), where P is the number of parameters, and O(L),
where L is the number of layers, respectively.

7 EVALUATION

7.1 Methods

Our setup focuses on cross-silo FL: we use highly non-IID
datasets from a limited number of clients, all of whom have
sufficient data to train a local model and are available for
each round of training (see Section 3.1.1 for justification).

7.1.1 Datasets and architectures

We evaluate performance on FashionMNIST, ExtendedM-
NIST, CIFAR-10, ISIC2019, Fed-Heart-Disease, Sentiment-
140 and MIMIC-III. The datasets cover tabular, imaging,
and natural language modalities. The first three datasets do
not have a natural partition, thus we introduce label skew
using a Dirichlet distribution (α = 0.5) following Li et al.
(2022). The other datasets have natural partitions:

• Fed-ISIC-2019 (Terrail et al., 2022): Dermoscopy skin
lesion classification (4 classes); partitioned by hospital.

• Fed-Heart-Disease (Terrail et al., 2022): Patient heart
disease classification (5 classes); partitioned by hospital.

• Sent-140 (Caldas et al., 2018): Classification of tweet sen-

timents; partitioned by users, selecting the top 15 users.

• MIMIC-III (Johnson et al., 2016): Mortality prediction
using hospital admission notes; partitioned by diagnosis.

Table 1 also reports the model architecture and the transition
point identified by the federation-sensitivity metric for each
dataset.

7.1.2 Baselines

We evaluate our method against three categories of baselines:
(1) standard approaches – local site training and FedAvg
(McMahan et al., 2017), (2) established personalized FL
algorithms – FedProx (Li et al., 2020), pFedMe (T Dinh
et al., 2020), Ditto (Li et al., 2021), and Local Adapta-
tion (Yu et al., 2020), and (3) existing partial FL methods
– FedBABU (Oh et al., 2021), FedLP (Zhu et al., 2023),
FedLAMA (Lee et al., 2023), and pFedLA (Ma et al., 2022).
We also evaluate PLayer-FL-Random, which federates up
to a randomly selected layer. This serves as proxy for non-
principled partial FL approaches. Full training and evalua-
tion details are in Section A.4.

7.1.3 Metrics

We evaluate performance using three metrics. Our primary
metric is the macro-averaged F1 score, which weights all
classes equally and is robust to class imbalance: F1macro =
1
N

∑N
i=1 2·

precisioni·recalli
precisioni+recalli

, where N is the number of classes.
We also report accuracy and test loss (Sections A.6.2 and
A.6.3).

For personalized FL algorithms, we study per-site metrics
to assess whether benefits are equitably distributed (Divi
et al., 2021). We measure fairness as the variance in client
performance: Fairness = 1

C

∑C
c=1(Pc − Pc)

2, where Pc

is the performance of client c and Pc is the mean across
clients. We measure incentivization as the fraction of clients
that outperform both local training and FedAvg (Cho et al.,
2022): Incentivization = 1

C

∑C
c=1 I{Pc > max(Sc, Gc)},

where Sc and Gc are the local and FedAvg performances
for client c. To draw conclusions across datasets, we use the
Friedman test (Demšar, 2006).

7.2 Results

PLayer-FL achieves robust and equitable FL collabo-
ration. Our results demonstrate that PLayer-FL delivers
consistently competitive performance while ensuring equi-
table outcomes and strong participation incentives.

Consistent and competitive performance across diverse
settings. Table 2 presents F1 scores and average ranks
across all datasets (accuracy and loss in Tables A.7 and A.10
show consistent conclusions). PLayer-FL achieves the high-
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Table 1. Datasets, model architectures, and transition points identified by federation sensitivity. CNN = Convolutional Neural Network,
MLP = Multi-Layer Perceptron, FC = Fully Connected layer. Transition point indicates the last federated layer; all subsequent layers are
trained locally.

Dataset Modality Classes Partition Type Architecture Transition Point

FashionMNIST Image 10 Dir∼(0.5) CNN {3×Conv – 2×FC} Conv3

EMNIST Image 62 Dir∼(0.5) CNN {3×Conv – 2×FC} Conv3

CIFAR-10 Image 10 Dir∼(0.5) CNN {5×Conv – 2×FC} Conv5

ISIC-2019 Image 4 Hospital CNN {5×Conv – 2×FC} Conv5

Fed-Heart Tabular 5 Hospital MLP {4×FC} FC2

Sent-140 NLP 2 User Transformer {Pos⊕Tok Emb – Attn⊕Res – FC⊕Proj – FC} FC1⊕Proj
MIMIC-III NLP 2 Diagnosis Transformer {Pos⊕Tok Emb – Attn⊕Res – FC⊕Proj – FC} FC1⊕Proj

Table 2. Macro-averaged F1 Score and average rank. In bold is top-performing model. Friedman rank test p-value < 5× 10−3

Algorithm FMNIST EMNIST CIFAR ISIC Heart Sentiment mimic Mean Rank

Local 75.9 ± 1.6 56.9 ± 1.4 61.6 ± 3.2 53.1 ± 1.3 42.0 ± 0.8 57.4 ± 1.0 58.6 ± 1.5 6.9
FedAvg 75.6 ± 1.8 64.2 ± 1.1 65.4 ± 4.5 43.3 ± 0.7 40.4 ± 1.0 52.6 ± 0.3 63.0 ± 1.7 6.0
FedProx 76.4 ± 1.8 65.3 ± 1.9 65.8 ± 4.9 40.6 ± 2.6 37.2 ± 1.6 52.6 ± 0.3 63.2 ± 0.8 6.3
pFedMe 77.3 ± 1.8 66.2 ± 0.7 48.9 ± 2.5 44.9 ± 2.6 42.5 ± 0.8 58.9 ± 0.4 60.9 ± 0.4 5.3
Ditto 77.8 ± 1.2 61.6 ± 0.8 48.7 ± 1.9 43.4 ± 0.7 40.7 ± 1.0 58.9 ± 0.9 61.0 ± 0.5 6.0
LocalAdaptation 76.9 ± 1.5 63.8 ± 1.8 65.5 ± 3.3 43.5 ± 1.9 39.8 ± 0.9 53.2 ± 0.6 62.6 ± 1.6 6.4
FedBABU 77.2 ± 1.0 66.1 ± 0.2 67.7 ± 4.0 49.1 ± 3.5 40.3 ± 0.8 58.3 ± 0.2 62.7 ± 0.4 4.1
FedLP 77.2 ± 1.3 64.1 ± 0.9 63.7 ± 5.1 40.2 ± 2.1 40.1 ± 1.0 54.4 ± 1.1 62.1 ± 1.3 6.7
FedLama 71.6 ± 1.7 56.9 ± 1.3 41.8 ± 3.0 36.0 ± 1.1 39.7 ± 0.8 50.3 ± 0.4 66.7 ± 1.0 10.1
pFedLA 47.1 ± 0.9 07.1 ± 0.0 10.5 ± 1.6 28.4 ± 1.9 40.1 ± 0.8 50.3 ± 0.4 65.0 ± 2.6 11.4

PLayer-FL 79.3 ± 1.4 62.2 ± 1.2 67.1 ± 3.7 52.1 ± 1.5 41.9 ± 1.0 59.6 ± 1.2 63.0 ± 0.7 2.6
PLayer-FL-Random 76.5 ± 2.3 57.1 ± 1.1 65.7 ± 2.3 52.1 ± 1.5 41.3 ± 0.9 55.7 ± 0.9 61.0 ± 1.4 6.1
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est mean rank with statistical significance (p < 5× 10−3),
demonstrating robust performance across various architec-
tures and realistic non-IID conditions. Notably, in line with
typical observations in cross-silo FL settings where data is
highly non-IID (Huang et al., 2022), local site training is
competitive when compared to FL algorithms, as each site
can effectively train its own model.

Importantly, while PLayer-FL does not always achieve the
top individual score, it consistently ranks in the top three
across all benchmarks, a pattern that reflects a critical pro-
tective property: stability without hyperparameter tuning.
Unlike optimization-based personalized FL methods that
require careful tuning of regularization weights or learning
rates (which can harm performance when misconfigured),
PLayer-FL’s parameter-light design eliminates this deploy-
ment risk. By relying on generalization dynamics observ-
able in the first epoch rather than task-specific hyperparam-
eters, PLayer-FL provides stable, predictable performance
across diverse settings.

Fairness: Equitable benefits across all clients. Table 3
shows that PLayer-FL achieves the best average fairness
rank across all benchmarks (full results in Table A.5), with
statistical significance (p < 5× 10−3). This demonstrates
that PLayer-FL distributes performance improvements equi-
tably rather than benefiting only a subset of clients, a prop-
erty that ensures no client is systematically disadvantaged.
This fairness is not incidental but emerges directly from our
principled approach: by federating only layers where clients
naturally converge, we avoid the harmful averaging of diver-
gent, client-specific representations that causes inequitable
outcomes in standard FL.

Incentivization: Protecting clients from performance
degradation. Beyond fairness, PLayer-FL achieves the best
average incentivization rank (Table 3, full results in Table
A.6, p = 0.043), meaning that clients are protected from
performing worse than local training. This is essential for
sustainable collaboration: institutions will only participate
if federation does not harm their individual performance. By
identifying and respecting the transition point, PLayer-FL
ensures that collaboration provides value to all participants
– addressing a fundamental barrier to FL adoption in cross-
silo settings.

Validation of the transition point approach. These results
provide comprehensive empirical validation of our core hy-
pothesis: federating early, generalizable layers while keep-
ing later, task-specific layers local provides robust protective
guarantees. The superiority of PLayer-FL over PLayer-FL-
Random further demonstrates that our federation sensitivity
metric successfully identifies the transition point – achiev-
ing advantages beyond those of arbitrary partial federation.
Together, these findings establish that principled identifica-
tion of a transition point enables FL that is simultaneously

effective, equitable, and protective.

Threshold robustness and outlier resistance. PLayer-FL
uses a single hyperparameter, the threshold t, to determine
the split point. Figure A.1 shows that the selected split layer
is stable across a wide range of t values: the split chosen
at the default t=2 persists from roughly t=1.2 to t=10 in
five of seven benchmarks, reflecting the sharp transition in
federation sensitivity (Figure 4). Across 10 independent
runs at t=2, the standard deviation of the selected split
point is below 0.25 for all datasets (Table A.2). We also
evaluate a Median aggregation variant that replaces the de-
fault summation of per-client sensitivity scores, providing
robustness to anomalous clients. Both strategies select the
same split layer at t=2 for all datasets, confirming that no
single client dominates the split decision. Full details are in
Appendix A.3.

Communication and computational overhead. A detailed
system-level analysis is provided in Appendix A.7.1; we
summarize the key findings here. Each round, PLayer-FL
communicates only the federated layers (layers 1 to p) rather
than the full model, reducing per-round communication vol-
ume in proportion to the fraction of parameters kept local.
The magnitude of savings is architecture-dependent: 1–8%
for the CNN benchmarks, where compact fully-connected
heads mean most parameters precede the split point, and
13–25% for the Transformer and MLP architectures (Senti-
ment, MIMIC-III, Heart), where a larger share of parameters
falls after the transition point (Table A.13). Computation-
ally, PLayer-FL has the same per-round cost as FedAvg,
since both train the full model locally, the split affects only
which parameters are sent to the server. The sole additional
overhead is the one-time metric computation after epoch 1
(Algorithm 2), which reuses gradients already available
from training and completes in under 90 ms on CPU even
for 17M-parameter models. The one-time communication
cost of transmitting the per-layer sensitivity scores is under
500 bytes for all datasets, and memory requirements are
identical to FedAvg.

8 CONCLUSION

In this work, we present PLayer-FL, a principled partial FL
algorithm that uses a novel federation sensitivity metric to
determine which layers to federate and which to locally train.
We show that this metric correlates with known measures
of generalizability and model similarity and that it emerges
after only one epoch of training. As such, it can be readily
incorporated into the training algorithm with minimal com-
putational overhead. Over a set of rigorous experiments that
include benchmark and real-world datasets, we show that
PLayer-FL outperforms existing algorithms in cross-silo
settings. We also show that it produces fairer outcomes and
is more likely to incentivize participation in FL.



PLayer-FL: Personalized Layer-wise FL

Table 3. Fairness and incentivization average ranks, Friedman rank
test p-value < 5× 10−3 and = 0.043, respectively.

Algorithm Fairness Incentivization

FedProx 7.7 5.4
pFedMe 4.3 5.1
Ditto 5.0 5.6
LocalAdaptation 6.4 5.2
FedBABU 4.4 4.4
FedLP 6.1 6.2
FedLAMA 5.6 7.3
pFedLA 5.1 7.7

PLayer-FL 3.8 3.4
PLayer-FL-Random 6.5 4.8

Limitations: Our work demonstrates strong empirical ev-
idence for the federation sensitivity metric across diverse
model architectures but currently lacks theoretical guaran-
tees. However, the success of similar metrics in related
fields and the established understanding of generalizable
versus task-specific layers reinforces the validity and utility
of our approach. Developing formal theoretical foundations
presents a promising direction for future research. Addition-
ally, our study primarily focuses on cross-silo FL, where
clients have sufficient data to calculate federation sensitivity,
rather than the cross-device setting. However, this focus is
deliberate, as cross-silo FL represents a significant sub-field
with critical applications in industries like healthcare. These
settings face unique challenges, making the development of
tailored method essential (Terrail et al., 2022; Huang et al.,
2022; Kairouz et al., 2021; Pati et al., 2021).
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